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Introduction 
 

Welcome to CFM’s “Alternative Beta Matters” Quarterly Report. 

Within this report we recap major developments of the quarter for Equities, Fixed Income / Credit, FX and 
Commodities, as well as Alternatives. All discussion is agnostic to particular approaches or techniques, and 
where alternative benchmark strategy results are presented, the exact methodology used is given. 

We have also included one white paper and an extended academic abstract from a paper published during 
the quarter. Our hope is that these publications, which convey our views on topics related to Alternative Beta 
that have arisen in our many discussions with clients, can be used as a reference for our readers, and can 
stimulate conversations on these topical issues. 

IN-SAMPLE OVERFITTING – AVOIDING THE PITFALLS IN DATAMINING 

This white paper discusses the dangers of in-sample biases in strategy selection. We start by showing 
empirical evidence illustrating the strength of the effect before discussing its origin. We then demonstrate the 
dangers of overcomplexifying an investment approach before providing advice on how best to mitigate the risk 
of bias in allocating to managers and/or strategies. 

THE EXCESS RETURNS OF QUALITY STOCKS – A BEHAVIORAL ANOMALY 

This academic paper describes a study of the quality anomaly using cashflow data and analyst 
recommendation data from the IBES database. We find that analysts significantly underweight the importance 
of this cashflow data when forecasting stock prices and that, when confronted with new information, stock 
analysts are too slow to react and update their forecasts. We therefore attribute the quality effect to two 
behavioral biases – misplaced focus and the “stickiness” of analyst forecasts. 
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Equity indices 
Equity indices in the second quarter of 2016 were globally flat, with little divergence between the MSCI World 
and the MSCI Emerging Market indices. The MSCI World Equity index, made up of 23 developed country 
equity indices, returned 0.3% through Q2, while the MSCI EM index, made up of 23 emerging countries, 
returned -0.3%. The correlation between the two indices continues to rise and has surpassed 85%, a level still 
below the last peak seen in 2012.  

The return of the MSCI World and MSCI Emerging Market indices for the past year. 

The key events affecting stocks in Q2 were the continued precipitous climb in the Japanese Yen, making a 
Nikkei 225 investor’s life difficult and, of course, the result of the Brexit referendum to decide whether the UK 
would continue to be a member of the European Union. The strength of the Yen, particularly in the second 
half of the quarter, put pressure on export-heavy Japanese equities, which underperformed relative to 
European and US equities in Q2. European equities in turn were weighed down by the UK referendum result 
relative to a quickly post-Brexit rebounding, Fed confidence supported S&P 500 in the US. The referendum 
result seemed to come as a surprise to most investors and led to an immediate, short lived, across-the-board 
equity sell-off and a just as quick recovery in most markets. Most impacted, one would have predicted, would 
be UK stocks, although the FTSE 100 sprang back into action following the result, while the more domestically 
indicative FTSE 250 bore the brunt of the Brexit decision in falling -3.5% compared to the FTSE 100’s rise of 
2.6% from June 23 to the end of Q1.  

The generic trender1 has continued to deliver poor performance in the equity index sector over the past 
quarter, a not too surprising result given the directionless nature of the prices in recent history. The best Q2 
performance for the trender came from the Nikkei 225 future while the worst came from the Chinese A50 
future. The RSI2 applied to the main equity index future contracts showed a maximum at 57 for the mini S&P 
on April 21 and a minimum at 43 for the Eurostoxx and the Nikkei at the end of the quarter. 

Equity index implied volatilities stayed low until a run up in June due to the uncertainty concerning the Brexit 
result. Because of the EU sensitive nature of the result the VSTOXX rose a few days prior to the news of the 
surprise result on the 24 June while the VIX spiked on the day, only to quickly fall as insurance demand fell. 
Liquidity conditions remained good for equity indices through the quarter with risk weighted liquidity falling 
slightly only to rise again through June and the Brexit result. 

A cursory look at price to earnings, CAPE3, price to book value and price to dividend yield for the major equity 
indices reveals that US equities are expensive in all cases; with Germany and Japan looking cheap in 
comparison. The CAPE makes US stocks look particularly expensive in being a whopping 60% higher than 
the rest of the world and this despite declining profit margins, dividend growth and tax receipts in the US. 

                                                      

1 The trender used here is defined as the sign (either +1 or -1) of the difference of a 50-day, exponentially weighted moving average 
(EWMA) and a 100 day EWMA. This methodology remains general and is not explicitly used in any CFM product. 

2 Defined according to https://en.wikipedia.org/wiki/Relative_strength_index using 100 day exponentially weighted moving averages. The 
RSI varies between 0 and 100 with 70 implying an instrument is overbought and 30 implying the instrument is oversold. 

3 CAPE is the Cyclically Adjusted Price to Earnings ratio as defined by Schiller http://www.econ.yale.edu/~shiller/data.htm. Only US data 
comes from this site. For the other indices Global Financial Data is used http://www.globalfinancialdata.com. 

https://en.wikipedia.org/wiki/Relative_strength_index
http://www.econ.yale.edu/~shiller/data.htm
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Stocks and factors 
 

Q2 was a tough quarter for many equity market neutral players and that is reflected in the relevant HFR index 
(see below). Our reconstruction of the Fama-French factors4 shows a moderate negative performance for the 
High Minus Low (HML) factor and unspectacular but positive performance for the Up Minus Down (UMD) 
momentum factor making a welcome change from the difficult first quarter. 2016 has been notable for a pick-
up in volatility for these factors, in particular for UMD, which experienced a rough ride in Q1. Correlation 
between factors has also been notably high through 2016. The Small Minus Big (SMB) size factor delivered 
well in Q2, with performance coming primarily from Japanese stocks. 

 

The Fama-French factors for the last year in the three geographical zones of Europe, Japan and the US. High Minus Low (HML) 
corresponds to a market neutral (MN) portfolio long the high book to price stocks and short the low book to price stocks. Small Minus Big 
(SMB) corresponds to a MN portfolio long the small market cap stocks and short the large market cap stocks. Up Minus Down (UMD) 
corresponds to a MN portfolio long the historical winners and short the historical losers. In each case, the red line is downloaded from 
Kennenth French’s website, while the blue line is the CFM reproduction of the Fama-French portfolios. The methodology can be attributed 
to Eugene Fama and Kenneth French and is not explicitly used in any CFM product. 

   

                                                      

4 We use a CFM version of the Fama-French implementation for momentum (UMD), value (HML) and size (SMB) and have tested the 
convergence with the data from Kenneth French’s website. We note that other implementations, notably from brokers, are broadly in line 
with our conclusions for momentum and value. We had hoped to include discussion of a generic quality factor in this publication. Research 
is ongoing in this direction. 

 

HML Europe HML Japan HML US 

SMB Europe SMB Japan SMB US 

UMD Europe UMD Japan UMD US 

http://mba.tuck.dartmouth.edu/pages/faculty/ken.french/data_library.html
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Fixed Income and Credit 
Q2 was another good quarter for bond holders with the Barclays Hedged Global Aggregate Bond Index 
returning 2.5%. The majority of the quarter’s move north came in June with Brexit creating a generally dovish 
mood, amplified by late month flight-to-quality moves. The ECB began buying high quality corporate bonds 
early in June following the Q1 announcement of a surprisingly aggressive easing package, the measures 
holding down Eurozone rates through Q2. The Bank of Japan, meanwhile, surprised markets in April by 
keeping monetary policy on hold, despite widespread expectations of further easing; JGBs continued to climb 
nonetheless, as did the Japanese Yen. The Federal Reserve adopted a cautious tone with disappointingly soft 
job data and Brexit volatility pushing rates lower as the quarter progressed. The Bank of England warned of 
imminent central bank action in response to the country’s referendum result and its impact on the domestic 
economy; no changes to policy were officially announced prior to the end of the quarter with Gilt yields 
slumping to new lows. Corporate credit conditions were good through Q2, with the ECB’s easing program 
contributing to spread divergence between Europe and the US, while the uncertainty surrounding the Brexit 
referendum saw dollar debt being preferred to Euro bonds. 

The overall dovish tone and end of quarter flight-to-quality moves provided a good environment for the generic 
trending model, making the interest rate sector the best asset class for trend following in Q2. The best 
performing bonds and STIR contracts were the Gilts and Short Sterling in the UK and the German sovereign 
debt bond futures traded on the Eurex exchange and the Euribor short rates. The highest level for the RSI 
indicators in Q2 were due to the Gilts and Short Sterling at quarter-end reaching 63 and 74 respectively, while 
the lowest scores came from the Canadian and Australian STIR futures in April, both of which declined at the 
beginning of the quarter, the RSIs reaching 33 and 38 respectively. 

Interest rate volatility was stable through Q2 up until the stressed regime created by the Brexit result. Risk 
weighted liquidity dropped from April onwards by approximately 33% but rose back to almost comparable 
levels at the end of the quarter. Liquidity conditions remain good in the interest rate markets. 

 

  

The return of the Barclays Hedged Global Aggregate Bond and the CDX Investment Grade indices for the last year. 



 

7 

Quarterly Report 
Q2 2016 

Commodities 
Q2 has been good for commodities, with the energy heavy GSCI up 15.6%. The main stories of the quarter 
were: a reversal in the price of Crude oil, a strong rally in US Natural Gas, tumbling grain prices and precious 
metals rising on the back of the flight-to-quality environment at the end of the quarter. Crude prices rallied at 
the beginning of Q2, giving back in June, but nonetheless delivering approximately 30% returns. The oil price 
rebound was mainly attributed to a number of supply side disruptions from Canadian wildfires to militant 
attacks on oil infrastructure in Nigeria, with other disruptions in Kuwait, Iraq and Libya. The correlation between 
Crude and Equity markets continued to rise through Q2, although still not reaching the highs seen in 2012. 
Natural Gas prices were globally down through the quarter but US gas prices rallied from lows in March on 
the back of slowing supplies and stronger demand. A generally good quarter for Agriculturals saw the CBOT 
grain complex falling in June after a strong start to Q2 with Corn and Wheat, in particular, feeling the weight 
of rising inventories and favourable sowing weather. Precious metals continued to play the role of safe haven 
in Q2 as gold and silver reacted favourably to the flight-to-quality environment at the end of the quarter.  

The generic trending model was flat in Q2, the best performance coming from Soybeans and the worst from 
the reversals in the Coffee and Cotton markets on the NYBOT. The lowest RSIs were for Corn and Wheat, 
Corn at the beginning of Q2 and Wheat at the end with both hitting 42; the highest was for Soybeans on June 
9 hitting a level of 68. Open Interest (OI) and CFTC Commitments of Traders (CoT) data showed little change 
for Crude and US Natural Gas, with a persistent long position for non-commercials in Crude and a persistent 
short position in US Natural Gas. Gold OI data showed a 20% increase through Q2 and a big move towards 
non-commercial longs for the yellow metal. The Corn markets show a CoT non-commercial move towards 
longs that has grown throughout the year, a pattern not seen in the wheat markets. Implied volatilities were 
stable for the Gold and Oil option markets through Q2, in stark contrast to the first quarter of the year. The 
CBOT grain markets rose markedly in implied volatility to a level which persists into Q3. Risk weighted liquidity 
in the commodity sector rose 10% to mid quarter before falling back and subsequently rising at quarter end 
providing good liquidity conditions as we head into Q3. 

  

2015 return of the S&P GSCI. 
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FX 
FX markets provided a mixed bag this quarter with undoubtedly the biggest story being the UK’s surprise 
decision to Brexit the European Union, bringing elevated volatility and a rapidly depreciating British Pound. 
The implied volatility of the UK currency has been on an upwards trajectory all year, but really began to take 
flight in June, peaking slightly before the June 24 results day and subsequently falling post announcement, 
but remaining at an elevated level going into Q3. The Euro also fell against the dollar following the Brexit 
announcement, but the Pound fell further, Sterling seeing out Q2 dropping more than 5% against the Euro. 
The Japanese Yen has been continuing its 2016 climb through the quarter, rising 9% against the greenback, 
much to the chagrin of the Bank of Japan, whose extreme monetary easing policies have not managed to 
weaken the currency. The flight-to-quality climate at the end of the quarter did nothing to improve the situation, 
with the market buying into the traditional safe haven of the Japanese currency. The New Zealand dollar rose 
3% in Q2, in particular in June as the country’s central bank resisted following their Australian counterparts in 
reducing interest rates, the Australian dollar falling 3% in the quarter as the central bank cut rates in response 
to deflationary pressures. The Brazilian Real was the best performer for our considered pool of FX, rallying 
12% against the USD, a continuing trend in the wake of the decision to impeach President Dilma Rousseff. 

 

The return of one US dollar measured in Australian dollars, Brazilian real, New Zealand dollars, Japanese yen and the British pound for 
the past year. 

 

FX was the worst sector for trending in Q2 with the South African Rand and the Swiss Franc providing the 
worst performance while the Brazilian Real and the Japanese Yen were the best perfomers. The RSI results 
showed a low of 38 for the British Pound at the end of the quarter and a high of 64 for the Japanese Yen at 
the start of Q2. The CoT data revealed growing non-commercial short positions for the British Pound through 
2016 and a similar but less marked pattern in the Euro. Non-commercial longs have grown through 2016 for 
the Japanese Yen. Implied volatilities were, as already stated, particularly high for European currencies at the 
end of the quarter, which also coincided with a spike in FX liquidity. 
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Alternative Industry Performance 
The quarter began poorly for trend followers as April and May both delivered negatively for the Société 
Générale CTA index5 with returns of -2.2% and -2.0% respectively. June saved the quarter in delivering 4.5% 
with good performance, in particular, following the June 24 Brexit referendum result, just pushing the quarter’s 
performance into positive territory with a 0.1% return. Average correlations between contracts have continued 
to rise through Q2 but remain at lower levels than the most recent peak in 2012. 

Q2 was a difficult period for equity market neutral investing as the HFRXEMN index fell 2.5% through the 
quarter to give a YTD performance of -4.9%. This was also reflected in the fact that the HFRX Equity Market 
Neutral index was the worst performer this quarter among the HFR suite of indices; the best performer was 
US Market Directional. 

Total returns for equity market neutral (EMN) and CTA hedge fund indices over the past year. The EMN index is that calculated by HFR, 
while the CTA index is calculated by the Société Génerale7 

 

 

  

 

                                                      

5 https://cib.societegenerale.com/en/sg-prime-services-indices/ 

The principle implied volatility indices across the four asset classes over the past year. For the EUR/USD exchange rate we use the 
Bloomberg defined EURUSDV1M ticker; the TYVIX and VIX indices are both calculated and published by the CBOE, while the OIV index 
is published by the CBOE and NYMEX exchanges. 
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The log of the dollar risk weighted average daily volume across futures on the four asset classes over the past year. We estimate effective 
FX volumes to be a factor of 5-10 more than this due to the extra liquidity available through the spot markets. 

The total return of the trender defined in the text over the past year. 
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In-Sample Overfitting – Avoiding the 
Pitfalls in Data Mining 
EXECUTIVE SUMMARY 

Probably one of the biggest pitfalls in investment, in-sample biases are often among the most difficult to convey 
and explain and also to avoid. Using simulations along with real world data we try to demystify this effect, 
explain the dangers and put forward suggestions as to how they can be mitigated.  

INTRODUCTION  

Any newcomer to the world of investment may be forgiven for believing that achieving at least a positive return 
should not be overly difficult. Even small amounts of investable cash bring out offers of impressive levels of 
return to entice investors to the table. The limitless world of products available, each with high levels of realised 
performance, or in some cases simulated performance, can give the idea that tomorrow’s returns will be just 
as rosy. Despite our desire to believe otherwise, common sense and intuition tell us it cannot be easy to 
achieve significant levels of return without assuming high levels of risk.  

In-sample or data snooping biases arise from making investment decisions based on what has worked in the 
past. A decision taken to invest based on the prior knowledge that a strategy works will not likely lead to 
positive returns in the future and it is only when one begins to invest seriously that this realisation starts to sink 
in. In choosing strategies, investors more often than not invest in positive statistical fluctuations. A backtest 
will generally look better than its true performance due to the fact that we are distracted by unrealistically good 
performance, more likely due to good fortune in the past, which will not be reproduced in the future! 

Of most importance in making an investment decision is, of course, whether the investment will make money 
in the future. We are all human, however, and as such susceptible to seeing backtests or the latest fashionable 
(and therefore recently performing) strategy as being an indication of short term, as yet unrealised, future 
riches. One can study the predictive power of in-sample back tested performance to see how well we can 
model the probability of future wealth. In so doing one finds that in-sample/past performance is not a good 
indicator of future results and, as such, should be taken with a big pinch of salt when allocating among 
managers or strategies. 

We will proceed with this note as follows. We first present some empirical results from the reality of working in 
an investment firm, showing how in-sample returns are a highly biased estimate of out-of-sample performance. 
We then attempt to explain why this is the case with the help of random walks to simulate and model the 
process of finding strategies or managers. We also demonstrate the dangers for future performance of building 
overly complex strategies. Having shown, from many angles, the existence of the in-sample bias we finish by 
trying to advise on how best to mitigate the risk of in-sample overfitting. 

THE EXPERIENCE OF WORKING IN AN INVESTMENT FIRM 

The problem of in-sample bias is not restricted to systematic, quantitative investment as all investors are in 
some way guided by an observation of what worked well in the past. Even discretionary traders who invest 
based on “gut feeling”, rather than backtests, still have this intuition built up through past market experience. 
What can differentiate systematic managers, however, is the existence of large data sets of past implemented 
models that can be used to study this in-sample bias in an effort to quantify the effect. CFM is no different in 
this respect with new models being regularly implemented in production and the go live date recorded in the 
database. A sub sample of this data is seen in Figure 1 6, which shows a recent backtest of a sub program of 

Stratus, CFM’s flagship alpha program, with the realised performance of that same program superimposed. 
This sub program is made up of 7 independent clusters of models and XXX individual (not necessarily 
independent) strategies. The simulated P&L obviously represents CFM’s best effort to produce performance 
through this sub program and the simulation has indeed a very good Sharpe ratio of 2.6. The sub program, 
historically, has produced returns that are good compared to peers, but performance is someway off the levels 
seen in the paper traded backtest with a realised Sharpe ratio of 0.6. It is of course possible to argue that the 

                                                      

6 PAST RETURNS ARE NOT A GOOD INDICATION OF FUTURE RESULTS as the CFTC disclaimer goes! This is precisely for the 
reasons discussed in this note. 
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firm has recently made a breakthrough and the performance is about to change for the better, the backtest 
being a taste of what is to come. However, this difference between “in-sample” past performance and realised 
performance has always existed over the history of the firm and the program. It could also be that our model 
of slippage severely underestimates the real costs of trading rendering our simulation an inaccurate 
representation of the realised performance. We have many years of experience of measuring and modelling 
costs, however, and have written extensively on the subject. We therefore feel that this is not a problem of 
cost estimation. With our database of trading strategies that have gone into production over the past 15 years 
or so we can also build a picture of in-sample performance against out-of-sample performance averaged over 
all models. In Figure 2 we align all models against the date that they went into production, with zero being the 
first date they were used. Everything less than zero is therefore in-sample and everything greater than zero is 
out-of-sample. One sees in the plot a factor of 1.5 between the two - meaning the in-sample, past, simulated 
Sharpe ratio is 50% higher than that actually observed once the model is put into production. The plot itself is 
very difficult to build in an unbiased fashion as models can be slightly adapted, post implementation, and 
therefore one has a degree of freedom in the choice of the in-sample date, an effect which would only increase 
the factor of 1.5! 

So, all of this begs the question, what is going on? Why on earth are we systematically unable to reproduce 
the encouraging returns promised in the backtest? 

 

 

 

  

Figure 1: The realised performance for a sub-strategy of CFM’s alpha 
program. Also plotted is the latest simulation net of costs and fees 
(the above is not net of fees! This should reduce Sharpe to ~2!). This 
difference has always existed and is due to in-sample bias. 

Figure 2: The performance of strategies implemented over the past 
10 years or so in the same sub-strategy of CFM’s alpha program. The 
implementation date for each strategy is lined up to fall at day 0. Days 
less than zero correspond to the average over all strategies’ in-
sample, simulated performance while days greater than zero 
correspond to the average over all data that was actually seen in 
production. We include strategies on all timescales, from intraday 
models to slower fundamental based models. Because the lines 
correspond to the average over many systems in the absence of 
costs, the Sharpe ratios are high – 15 in-sample and 10 out-of-sample 
i.e. in-sample performance is 50% better than out-of-sample 
performance! 
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BUYING POSITIVE STATISTICAL FLUCTUATIONS 

We will use the technique of random walks to illustrate a few points concerning in-sample biases and the 
reader is invited to consult the appendix of this paper for a description of the technique. In essence, random 
walks represent independent realisations of strategies and are useful for simulating the environment within 
which we typically do research. For example, we may have a choice between two strategies, one with a Sharpe 
ratio of 1 and the other with a Sharpe ratio of 0. They may both have a real Sharpe ratio of 0.5 and the first 
has fluctuated up while the second has fluctuated down, but how would we know when just presented with the 
result of a backtest? 

Let’s illustrate further by showing some fictitious simulations of strategies from which we can choose to invest 
our hard earned cash. Figure 3 shows the result of generating a number of zero Sharpe, zero expected gain 

random walks over a limited history of 10 years of data. Given that we know the Sharpe ratio is zero, it is 
obviously a no brainer that we would not invest in any of them. However, if we focus on the one with the 
biggest Sharpe ratio on a standalone basis then it is possible to be fooled by an attractive looking upwards 
fluctuation. We know that future performance can only be flat (on average), especially over a long history, but 
the positive fluctuation has enticed us in. This is our first source of in-sample bias, that due to a lack of 
statistical significance. The effects of such a bias are reduced by focusing on the level of significance of the 
strategy – if the fluctuation is consistent with a zero Sharpe random walk then don’t invest. Statistical 
significance can only come from a longer backtest, which is not always possible however. 

 

Now let’s move on to some random walk simulations, generated this time with a low but positive Sharpe ratio 
of 0.5 as in Figure 4. This would be the typical level of true (future i.e. out-of-sample), expected (or hoped for!) 

Sharpe ratio for a strategy added to one of CFM’s products. As is the case for any investor, in researching 
strategies, CFM looks to have an in-sample Sharpe ratio which is greater than a given threshold before being 
accepted; it is a brave man that invests in a flat or negative backtest! This threshold is typically higher than 
0.5 in order to get statistical significance (being careful not to confuse the strategy with that zero Sharpe 
random walk!)  

  

Figure 3: Zero Sharpe ratio random walks representing what one is 
trying to avoid in selecting genuine strategies. The black line is one 
such random walk which will easily be confused with a genuine 
strategy. The chances of selecting a positive fluctuation like this will 
be minimised by using longer backtests. 
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Let’s apply a threshold of 0.7 (not far off what we would do in reality when researching slow fundamental based 
models) meaning, therefore, that we are likely to accept strategies which have fluctuated upwards and will 
reject those which have fluctuated downwards. Now we can look at the difference in Sharpe ratio between the 
in-sample period, prior to today but with a minimum Sharpe ratio, and the out-of-sample Sharpe ratio, which 
in this case is then exactly 0.5. Figure 5 shows the plot with a result which resembles the real data in Figure 
2 with a ratio between in-sample and out-of-sample Sharpe ratios that looks very similar. This is our second 

source of in-sample bias, that due to only picking strategies with Sharpe ratios greater than a minimum. In so 
doing, we are more likely to accept strategies that have fluctuated upwards, while future performance can only 
be in line with the real Sharpe ratio. Even if we lower our minimum Sharpe ratio to say 0.5 i.e. the true Sharpe 
ratio, we will still find a kink in the plot between in-sample and out-of-sample performance, due to the fact that 
we reject the strategies that have fluctuated downwards. One has to wonder if the situation is improved by 
using longer backtests? It is true that using more data gives more significance and therefore we, in principle 
at least, could accept lower, and yet still statistically significant Sharpe ratios. However, we always impose a 
given minimum level of Sharpe ratio as being a pre-requisite for a strategy to be accepted – excessively low 
Sharpe ratios, even if they are statistically significant, come with their own problems! 

 

A further source of in-sample bias arises from data over fitting or fine tuning strategies. Let’s imagine a 
researcher finds a viable strategy and begins to tweak parameters to “finesse” the strategy, by adding small, 
what he feels to be valid and justified, incremental changes. He observes for instance that his strategy works 
better at the beginning and at the end of the week and therefore decides to de-weight the strategy on a 
Wednesday. He also observes that the strategy works slightly better on high volume days and therefore gives 
extra weight to these days too. In Figure 6 we can try to represent this type of scenario again with fictitious  

  

 

Figure 5: Shows a replication of Figure 2 with random walks. In 
imposing a minimum Sharpe ratio of 0.7 for random walks generated 
with a Sharpe ratio of 0.5, our in-sample performance, the blue curve 
on the left half of the plot (data prior to 2016), has a Sharpe ratio closer 
to 1. The out-of-sample performance we see, as a result of our 
fictitious research, reverts back to the original 0.5. 

 

  

Figure 4: Random walks generated with a Sharpe ratio of 0.5. The 
black line corresponds to the average of the “spaghetti” of lines while 
the blue line corresponds to the level of Sharpe ratio researchers 
would typically demand as a minimum before being accepted into the 
portfolio of strategies. 
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random walk strategies. The researcher makes the first change and finds a Sharpe ratio improvement from 
0.7 to 0.8, while the second change pushes the Sharpe ratio to 0.9. However, changes made to strategies are 
only accepted if they add positive performance (obviously) but one always has to be careful that these 
incremental changes are adding more than something statistically consistent with noise (those dreaded zero 
Sharpe random walks again!). If enough of these changes are made, each one being justified but not 
statistically significant, the in-sample performance will get better and better but will diverge from that seen in 
the future. This is another example of buying into positive fluctuations and being fooled into thinking that one 
is improving a strategy. This bias should be mitigated by using longer backtests but one still needs to be 
careful to make sure that changes to strategies are genuinely adding real, statistically significant information. 

 

 

THE DANGERS OF COMPLEXITY IN BUILDING STRATEGIES 

“With four parameters I can fit an elephant, and with five I can make him wiggle his trunk” John von Neumann 

The previous example of a researcher finessing a strategy is typical of an excessive data mining or parameter 
tuning scenario. The choice and range of parameters for any trading strategy is vast and that brings with it the 
temptation to play with these parameters and to complexify a strategy in order to improve the backtest. Figure 
8 shows another example of an overfitted strategy. Prior to our in-sample date of the beginning of 2008 we 

look at the average returns of the days of the month for a range of developed market equity indices and 
sovereign bonds. These markets have performed well over the period and our researcher tries to improve the 
long only strategy by modulating the size of his position as a function of past returns for each day of the month. 
One such example is plotted in Figure 7, for the T bond future, with the points showing the average return for 

that particular day, grouping together the first day of the month and calculating the mean return, then the 
second day, then the third day etc. In the in-sample backtest, using these averages to tune our position gives 
an improved strategy, that is until one moves forwards past the date that was used to fit the data. The fact that 
we improve the backtest is not that surprising as we are adjusting positions on a day by day basis knowing 
that it gave better performance in the past. This is an example of a strategy with as many parameters as days, 
30 in this case, and using these measured points indeed delivers good performance up until 20087, beyond 
which the out-of-sample performance is just equivalent to our bare long strategy. We can now try to “improve” 
the strategy by fitting a line to the points as seen in Figure 7. This fit is an attempt to reduce the number of 

parameters in the system, and seems like a good way to isolate only the biggest or most significant effects.  

  

                                                      

7 Of course, in reality this strategy will trade every day and will not be profitable once trading costs are accounted for. 

Figure 6: A fictitious scenario where a researcher starts with a 
strategy and makes incremental tweaks to improve it, passing from a 
Sharpe ratio of 0.7 to 0.8 and then to 0.9. These changes are, 
however, only accepted because the performance improves! In 
reality each change only adds information in a statistically insignificant 
fashion (zero Sharpe random walks that have fluctuated upwards 
again!). For this reason, the improvement will not be observed going 
forwards i.e. out-of-sample! 
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This idea is indeed reflected in the fact that as we reduce the number of parameters to the fit we find that, as 
expected, the in-sample performance prior to 2008 worsens, but we converge towards the most significant 
effect – that of being long only. The in-sample period shows that more parameters gives better performance, 
whereas out-of-sample, as we reduce the number of parameters, the performance gets closer to that seen in-
sample. This result could have been predicted before we performed the analysis – we did not need to fit 
anything at all to see that on average all points are positive and therefore to get the best forward looking 
performance, the best strategy is just to be long across all contracts.  

 

MITIGATING IN-SAMPLE BIAS 

In-sample bias is subtle and our hope is that we have managed to convey some of the nuances of the effect. 
It is of course fair to wonder how one can mitigate the effects of the bias in building strategies and portfolios. 
This depends on the context, but in general, getting higher levels of statistical significance will help. One good 
way of achieving this is to get higher Sharpe ratios, which is of course easier said than done. Higher Sharpe 
ratios are further from the noise and therefore one is less likely fooled by positive fluctuations. With higher 
Sharpe ratios, a researcher can also use shorter data sets to do his research and can then split data into in-
sample periods to do research and out-of-sample periods to check research results, for example, by splitting 
a data set into two halves.  

  

 

Figure 7: The average return of the T-bond future as a 
function of the day of the month. Day 1 for example is the 
average returns of all the 1st of the months, day 2 the 
average returns of the 2nd of the month etc. The lines 
correspond to a multi-parameter fit through these points. As 
we reduce the number of parameters we lose more and 
more of the detail but gain in robustness. The most robust 
pattern is that all average returns are slightly above zero, 
meaning that being long the T-bond future delivered 
positive performance over the backtest history. 

Figure 8: The result of using the fitted average returns per 
day of the month to modulate exposure to a long position in 
each bond and index future. On the left of the black line is 
the performance with the data used in the calculation of the 
average returns. One clearly sees that the more parameters 
that are used, the better the in-sample performance gets. 
On the right of the black line is the out-of-sample 
performance. We see no such improvement out-of-sample 
and see that the ratio of out-of-sample/in- sample 
performance Sharpe ratios get closer to 1 as we use less 
and less parameters. 
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This is however more difficult when dealing with lower Sharpe ratios, which is more often the case for most 
investors. Taking the example of a strategy with a Sharpe ratio of 0.5, statistical significance (t-statistic8 of 3-
4) is only achievable with a backtest of 36-64 years, the length depending on the level of significance we need. 
This makes it difficult to play the game of splitting the data in two halves, with an in-sample research half and 
an out-of-sample test half, in that we severely limit our chances of achieving statistical significance in 
researching the strategy. We need another technique, therefore, to deal with in-sample bias when researching 
low Sharpe ratio strategies. Our preferred way to deal with the problem at CFM is to try to minimise the amount 
of data mining. We try to conceive an idea before having looked at the data. We then build the strategy, using 
a standard statistical tool kit with no freedom for parameter choice, and construct the backtest. If the strategy 
is positive then it is accepted, if not then we drop the idea. This requires a good degree of self-discipline to not 
fall into the trap of trying to finesse the strategy to get that little bit more positive performance that will not be 
seen once the strategy is implemented. 

For the slower, modest Sharpe ratio strategies we also try to gain in significance by gauging the level of 
plausibility of the strategy. This is perhaps the unscientific approach strategy selection but is complementary 
to just relying on statistical significance. This plausibility can come about through, say, getting an 
understanding of the driving forces behind the strategy, the effect being arbitraged may be anchored in human 
behaviour, something that can perhaps be demonstrated with empirical evidence. Plausibility can also come 
through out-of-sample tests using other related data. This qualitative plausibility is a key component to 
selecting strategies that can help to reduce in-sample bias and gain confidence and comfort with a particular 
strategy. 

CONCLUSIONS 

In-sample bias is a difficult concept to understand and convey and even more difficult to avoid in selecting 
trading strategies, in particular those with modest Sharpe ratios. We have tried to demonstrate and describe 
the effect from a few angles, explaining the source of the bias in strategy selection and suggesting techniques 
for minimising the risk. This bias doesn’t only affect the selection of systematically implemented strategies, 
however, discretionary traders are also susceptible to applying trading ideas that have worked in the past and 
having their world view shaped by past events. The selection of managers or investment advisors is also prone 
to in-sample bias, in choosing a manager one is attracted to those who have performed well in the recent past, 
even if the outperformance is statistically insignificant. For the selection of a manager or a strategy it is 
imperative that investment decisions be based on statistically significant information and that, where possible, 
that information be supplemented by a less statistical plausibility argument – does the strategy make sense? 
Is it arbitraging an effect that is inherent to human behaviour and likely to persist? Have others made money 
in this way before? When selecting a manager, does his investment philosophy make sense? If the manager 
is underperforming, is it just because he has been unlucky but will likely perform in the future due to his sound 
and disciplined approach? These are all questions that will help to decipher positive statistical fluctuations 
from real signal in the case of a strategy or real skill in the case of a manager. 

ADDITIONAL READING  

Pseudo-Mathematics and Financial Charlatanism: The Effects of Backtest Overfitting on Out-of-Sample 
Performance, DH Bailey, JM. Borwein, M. Lopez de Prado, and Q J Zhu, May 2014, Notices of the American 
Mathematical Society. 

Predicting anomaly performance with politics, the weather, global warming, sunspots, and the stars, Robert 
Novy-Marx, Journal of Financial Economics, Volume 112, Issue 2, May 2014, Pages 137–146 

. . . and the Cross-Section of Expected Return, Campbell R. Harvey, Yan Liu, and Heqing Zhu, Review of 
Financial Studies, October 9, 2015 

 

  

                                                      

8 The t-stat can be considered as the distance from the zero Sharpe ratio random walk and calculated as the product of the Sharpe ratio 
and the square root of the number of years used in the backtest. 
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APPENDIX – RANDOM WALKS: A USEFUL TOOL FOR EXPLAINING IN-SAMPLE BIASES 

The following may be considered technical by some readers; it may be safely skipped in order to get to the 
key results but we would like to try to answer these questions by simulating the process of strategy selection. 
We first begin by introducing the basic tool of numerical simulations - the random walk. In order to keep things 
as simple as possible we will only study time-series with constant levels of risk and Sharpe ratio.  

With this in mind, the simplest random walk for a price 𝑝 can be written as follows:  

 

𝑝𝑛 =  ∑(𝑑 + 𝜂𝑛)

𝑁

𝑛=0

 

where 𝑛 is the counter, say the days for a daily return and 𝑁 is the total number of days in the time-series of 

returns. The 𝜂  term is simply a zero mean noise term or random number generator with a bell shaped 

distribution that best models the returns of the investment strategy. A histogram of these random numbers can 
be seen in Figure 9 showing a distribution centered on zero with tails representative of financial returns9. The 

𝑑 term is a constant added to the unpredictable “noise'' 𝜂𝑛 at every time step to generate a random walk with 
a “drift,'' or positive return. Figure 10 shows the results of generating random walks with Sharpe ratios of 0, 

0.5 and 1 by varying the drift term to achieve the Sharpe ratio we require. Obviously, a Sharpe ratio of zero is 
generated by applying no drift term at all 𝑖. 𝑒. setting 𝑑 to zero and allowing the zero mean of the 𝜂𝑛 random 

numbers to generate a flat (on average) random walk with a Sharpe ratio of zero.  

  

                                                      

9 The choice of the distribution of returns can change the results of the study. Here we use a Student's distribution with 4 degrees of 
freedom, a distribution which is naturally “fat tailed” and fits financial time-series well. For the purpose of this short note, however, we will 
neglect the effects of these fat tails on the calculation of correlations. One could use the commonly known Gaussian distribution to achieve 
very similar results. 

Figure 9: A histogram illustrating the bell shaped distribution 
of the random numbers used in the random walks. The 
random numbers are centered on zero and have tails that fit 
financial time-series well. 
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We now have a framework within which to simulate many random walks with any particularly desired Sharpe 
ratio, each realisation being different due to the existence of the 𝜂𝑛 term. The time-series in Figure 10 shows 

how these random walks resemble different return streams, such as investment indices or individual funds. 

 

  

 

Figure 10: Random walks generated with three Sharpe ratios, 

illustrating how varying the 𝑑 parameter allows us to easily change the 
drift and hence the Sharpe ratio. 
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The Excess Returns of "Quality" Stocks: 
A Behavioral Anomaly 
J.-P. Bouchaud, S. Ciliberti, A. Landier, G. Simon, D. Thesmar 

The so-called "quality anomaly" is one of the capital markets' strongest reported anomalies and has a long 
tradition among investors. It chiefly amounts to noticing that more profitable firms have higher future stock-
returns. A long-short portfolio based on the anomaly can thus be constructed by ranking firms in terms of the 
profitability (or quality) of the firms. Quite surprisingly, this performance is quite high and persistent in all 
geographical zones.  

The strength, universality and persistence of the quality anomaly cries out for an explanation. After all, the 
information about operating cash-flows is public and can hardly be seen as complex or difficult to process. A 
possibility -- consistent with the Efficient Markets Hypothesis (EMH) -- is that these excess returns be 
somehow related to a risk premium. High quality stocks could be inherently exposed to a risk factor that limits 
the interest of investors, leading to depressed prices. 

A more plausible interpretation, at least in our eyes, is based on psychological biases and is inconsistent with 
the EMH. The behavioral view posits that investors systematically underweight the information contained in 
quality-like signals. A possible story is misplaced focus: analysts and investors are too focused on other 
indicators such as Earning per Share (EPS), Momentum, volatility, etc. and fail to use all the information 
available in financial statements.  

In our study, we run statistical tests on an analyst recommendation data base (IBES) and find strong support 
for the behavioral view. We focus on analyst price targets, and regress their anticipation of the future return of 
a firm on its quality (measured by cash-flows over assets). The slope of the regression is found to be negative. 
This shows that analysts, at best, neglect the information contained in cash-flow statements -- or even weight 
it with the wrong sign. We also study expected earnings by analysts (rather than expected prices) and find 
that they are slow to update their forecasts when new public information is released. The "stickiness" of 
analysts' beliefs also leads to asset mispricing. We believe that these two widespread behavioral biases 
(misplaced focus and "stickiness") are at the heart of the quality anomaly. 
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Other News  
 An ongoing research project to build a database of publically available equity factor data is in 

progress; this data will be used in subsequent Alternative Beta Matters reports 

 Our paper “Risk Premia : asymmetric tail risks and excess returns” has now been published in 
Quantitative Finance and is available here  

 A draft of our latest paper “Tail protection for long investors : Trend convexity at work” is 
available here and here and will soon be submitted for publication 

 Our paper “Unravelling the trading invariance hypothesis”, available here, has been accepted in 
Market Microstructure and Liquidity 

 Our paper, “Cleaning Large Correlation Matrices: Tools from Random Matrix Theory”, is 
currently being reviewed by Physics Reports 

  

http://www.tandfonline.com/doi/full/10.1080/14697688.2016.1183035
http://papers.ssrn.com/sol3/papers.cfm?abstract_id=2777657
https://arxiv.org/abs/1607.02410
https://arxiv.org/abs/1602.03011
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Disclaimer 
ANY DESCRIPTION OR INFORMATION INVOLVING INVESTMENT PROCESS OR ALLOCATIONS IS 
PROVIDED FOR ILLUSTRATIONS PURPOSES ONLY. 

ANY STATEMENTS REGARDING CORRELATIONS OR MODES OR OTHER SIMILAR STATEMENTS 
CONSTITUTE ONLY SUBJECTIVE VIEWS, ARE BASED UPON EXPECTATIONS OR BELIEFS, SHOULD 
NOT BE RELIED ON, ARE SUBJECT TO CHANGE DUE TO A VARIETY OF FACTORS, INCLUDING 
FLUCTUATING MARKET CONDITIONS, AND INVOLVE INHERENT RISKS AND UNCERTAINTIES, BOTH 
GENERAL AND SPECIFIC, MANY OF WHICH CANNOT BE PREDICTED OR QUANTIFIED AND ARE 
BEYOND CFM'S CONTROL. FUTURE EVIDENCE AND ACTUAL RESULTS COULD DIFFER MATERIALLY 
FROM THOSE SET FORTH, CONTEMPLATED BY OR UNDERLYING THESE STATEMENTS. 
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